KEVIN FORBES MAY 9, 2004 1

Summarizing Motion in Video Sequences

Kevin Forbes
University of Toronto
kforbes@dgp.toronto.edu

Abstract—In this paper | describe several techniques for however, and do not immediately evoke the idea of motion
summarizing the motion of foreground objects in video taken in a casual observer. Another area that has been explored
by a xed camera and with a static background. Two of the pafore js that of “salient stills”, which summarize the cemtt
techniques are image-based, and dependent upon an explicit f I vid sali il heralke
background segmentation. A third technique ts action-lines to of general video sequences. alent stills c;aptgre t erQ ne
the video sequence, and requires no explicit segmentation. Thecontent of sequences, but do not give detailed information o

results of the different techniques are analyzed and compared, the motion of the subjects in the video [5]. Davis and Bobick

and several possible enhancements are proposed. layer threshold-difference images of subsequent videmdsa
over top of each other with an increasing brightness value to
I. INTRODUCTION create motion history images [3]. While these images present

In instructional materials. it is often necessary to resean understandable (if ugly) representation of a motiony the
instruct ais, it Y 10 Presel o more useful as building blocks for further processing.

the details of a particular motion. This is especially troe i While the vision literature in this area is somewhat sparse
elds such as athletics or dance. While motions can be easgy '

! . L ! . attists often use subtle (or not so subtle) distortions voke
captured on video, static depictions of motion are requwefﬁi

f di h book b Skilled artist idea of motion in the viewer [1]. This is an interesting
or media such as bOOKS of Web pages. Skilied artists hnique, but its application often requires a semantéeun

photographers use various techniques in order to Compr§§§nding of the scene that precludes automation.
the temporal information inherent in a motion into a single Fortunately, there are several very

image. Us:nghcomlpl)uterwspn tzghg!q%es,llt may bg po,sl;'blepromising examples in photography
create tools that allow untrained individuals to produceilsir 4 . .o pe applied without ex-

re?““;}'. | ¢ i . th icit understanding of the scene.
n this paper, | present several image processing me enne-Jules Marey's late 19th cen-

for summarizing the motion depicted in video clips. SectioHer work in Chronophotography is
2 explores related work in both technical and artistic eiscl very applicable [2]. Most of Marey's
Section 3 describes several image-based methods that mi cts are achieved through multi-
established photographic techniques. A different apgrdac ple exposure, as in gure 1. While
presented in section 4, where descriptive markings ardisynt his would is ’easy to simulate with
sized and superimposed over a representative video franee. video clip, the question remainsFig- 2. Photodynamism

effectiveness of the various methods is evaluated in se&tio as to how t’o choose the frames to include in the multiple

Finally, section 6 offers a discussion of the paper's resaitd exposure, and how to manage over-exposure. Also, while

of possible future extensions. this technique works well for translation movements, it sloe
not produce clear images from rotations. The photographic
work of Anton Bragaglia presents a very impressionistic
view of motion. His technique, called Photodynamism, was
accomplished by using very long exposure times, as in gure
2. Again, this technique would easy to simulate in video, but
there is still a question of control and over-exposure.

In technical drawings and comic books, markings are some-
times superimposed over an image to imply movement. These
“action lines” come in various styles, examples of which are
shown in gure 3. Usually, they trace the trajectory of an
object backwards in time, either with a single long line, or a

Il. RELATED WORK

Fig. 1. Multiple Exposure of a pole vaulter by Marey collection of parallel lines perpendicular to the objedtailing
contour.
Not much work has been done in this area in the vision
community. Freeman and Zhang present a method for de-  !ll. PSEUDO-PHOTOGRAPHICTECHNIQUES

scribing the change of an object's shape over time by takingSeveral video processing routines were developed to mimic
stereo depth measurements for every pixel in each frame dhe photographic techniques of Maray and Bragaglia. Both
video sequence, and displaying only the closest pixels én t&hronophotography and Photodynamism require that the im-
nal image [4]. The resulting images are somewhat confusingge be exposed for longer than normal. This is problematic
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B. Long Exposure

Long exposures are simulated by alpha-blending subsequent
foreground images over the background. To mimic Im pho-
tography, a constant alpha value can be used to average all of
the foregrounds. More interesting effects can be produged b
varying alpha as a function of time. For example, settindpalp
to decrease from one to zero over a range of frames produces
an image where a clear image of the newest foreground
is superimposed over a gradually fading blur of the older
foregrounds. This has the advantage of maintaining a clear
image of the foreground object, while also implying the
direction of its motion.

Fig. 3. Various styles of action lines showing the movement bak
C. Other Techniques
It is possible to use the two previous techniques in concert

in Im, since it can lead to an over-exposed image. FdP Produce an image of multiple long exposures. This is
this reason, most of Marey's experiments were conduct@® improvement over a multiple exposure image in that an
against a black background, and with carefully controlldénpression of the instantaneous motion at each exposuee tim
lighting. Likewise, the background in Bragaglia's photaghs IS given. It also improves upon simple long exposures, i tha
are usually very dark relative to the foreground. the object's image integrity is periodically reset. Verytlé

One way to handle input video with uncontrolled ”ghtininformation is preserved from the oldest frames in an exadnd
is to segment the foreground from the background. Giv

Ang exposure image, since they are blended in with very low
such a segmentation, both photographic techniques ungiha values.

consideration can be implemented by layering the extractgd\lfmion history imag%s, aj gesgrib%d dtl)y Davish atm(_j '|3°'
foreground images from each frame over the background. ICk, present an Image-based, u_t aecidedly non-pho spea
. %ethod for describing motion. Originally developed for urse
through threshold difference, the output of which is run °“°T‘ recognition, they are used'ln th.ls paper to prqduce
. : : -Input images for the line tter described in the next section
through morphological operations to reduce noise. For sim-
plicity, the background is assumed static and the camerd, xe
although this assumption could be relaxed if a more robust
segmentation algorithm were used. Some experimentatien wa
done with eigenbackgrounds, but given the characterisfics
the video clips used (relatively short, mostly static baokend,
large foreground objects) the segmentations produced nggre
much better than those made with the much simpler threshold

difference method [6].
[ ] (&) MHI (b) Multiple exposures, taking all
frames

A. Multiple Exposures

Multiple exposures are simulated by compositing by super-
imposing several foreground images over the background wit
a constant alpha value of one. When one or more foreground
objects overlap, there are several options [4]. Blending th
foregrounds produces a blurry effect that mimicking a Im () mutiple exposures, only tak-  (d) Multiple long exposures
response, but image clarity is lost, and no time cue is pealid ing selected frames
fpr .the viewer. Opaquely .laye“ng the images py time prmerig. 4. The results of the various techniques described d@ticse 3 when
timing cues, but the nal image preserves no informatiomfro »ppjied to synthetic input
earlier frames in occluded areas. This not a major concern
for rigid or articulated shapes undergoing translatiorap@r  The quality of the results from all of the techniques de-
to the image plane, since the occulded information is mostgribed in this section is greatly dependent upon the acgura
redundant, but it becomes a problem for objects undergoinfjithe background segmentation masks. For testing purposes
more complex transformations. For objects undergoing a par synthetic video sequence of a bouncing ball was created,
allel translation, another option is to automatically spacit along with a perfect segmentation. Examples of the various
the exposures such that the foreground masks do not overk@ehniques using this input are shown in gure 4. An analysis
Unfortunately, this requires a very good segmentation @idav of the output produced from actual video is presented in the
overlapping noise in the mask images. results section.
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IV. ACTION LINE RENDERING

The primary result of this paper is the implementation of o ( ¢ ifa(xy) 60
a system for tting lines to a video sequence that describe MHI +(X;y) =
its motion. A subset of these lines can be superimposed

over the last frame in the sequence to produce an actionywhere? is the function which returns the binary image for
line image. While a particular line model was chosen for thg particular frame, is the current frame's index, antlis the
implementation, the system is general enough that it coald HI's decay time.

replaced with something more complicated without changing This produces images that have increasing gradients in the
its overall structure. direction of object motion. Depending upon the speed of the
motion, the gradient might have very wide steps. Constngcti

a Gaussian pyramid from these images allows the targeting of
different motion speeds. See gure 6 for an example.

0 elseif MHIL(X,y) < ¢ | %

(a) Gaussian pyramid level 0 (b) Gaussian pyramid level 2

Fig. 6. MHI images of a person sweeping his arms downwards.
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Fig. 5. The line model used in this implementation L or [

A. Line Model 1 |

Sets of parallel lines are often suf cient to characterize
the translational motion in an image. The model chosen for
this implementation is a line segment characterized by four
g?:ﬂ??;eersenrgdggfr;t:‘nglﬁ,e?(g?ng}: gvzhpoav;?]r?r?mgcuf;%#.lfﬁgig. 7. The projection of a line segment onto a motion historygena
radius/angle characterization was chosen because isigspl
nding parallel lines. The space of all parallel line segrtgen
at a particular angle, separated by a certain constanindssta C. Line Scoring
can be easily ;earched by keeping theta con;tant and sg;eppir]n order to choose which lines to include in the nal image
glo_ng the radlys. The current mode| cqn_S|ders each .“ﬂ?ere has to be a way to attach a score to each. This score is
individually. This places the onus of avoiding overlappln%

a0 60 80 100 100 200 300 200

. . : ased upon the MHI pixel values that the line passes through.
lines, and of favoring sets of parallel lines, on the sear : . "

y plotting these values as a function of position on the
strategy used.

line, projections of image onto the line can be produced (see
gure 7 for an example). From inspecting the MHI images
B. Input Images and deciding where the lines “should” be (if they were placed
The line- tting algorithm does not operate on the inpupy a human), the following desirable characteristics fa th
frames directly. Instead, the frames are processed intoldh MProjection were determined:
image, and scoring is done on the result. The construction ok Monotonism: Translations appear as monotonically in-
the MHI image is conceptually simple, but computationally  creasing or decreasing stairsteps in the projections. As
intense. A binary image is produced from each frame by such, the start and end parameters for the line segments
taking a threshold difference with its predecessor. Thesap under consideration are determined by nding such re-
images are simpli ed by deleting connected componentsiunde gions.
a certain size, and disc-fusing the remainder [7]. Finahg = Timeliness Projections with higher peak values occurred
simpli ed binary images are combined into a single image later in the frame sequence, and are thus more represen-
according to the Davis and Bobick's update rule: tative of the action in the nal frame.
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= Temporal Length: Projections with larger value ranges
represent longer motions, which can be more character-
istic than short motions.

= Spatial Length: Projections that represent longer lines in
the nal image are favoured over shorter lines.

= Smoothness Smooth motions are preferred to jerky mo-
tions, since they are more readily expressed with a single
straight line. Smoothness is expressed in the projection
in two ways: low variance in the size of each stair-step,
and a lack of missing stair-step values.

From these characteristics, the following scoring equatio

was developed:

max(vals)

max(vals) i min(vals)
score= W o s jvalsj Q)

i (bvalsc)j
i variance(bvalsc)

Wherevalsis an array holding the sampled pixel values of
a monotonic line segment, aifV) is a row vector of tuning
values. Line segments with have negative values are rejecté 8- Long exposure of a single motion.
by the search algorithm. The tuning values were set manually
through trial and error. ) )
B. Pseudo-Photographic Techniques

D. Search Strategies The quality of the results of the pseudo-photographic tech-

Given the scoring function, it is possible to rank one IinQiqueS is very dependent upon the quality of the background
egmentation. Figure 4 shows various results from the syn-

over another. Choosing line segments to include in the image~. ) ) ,
tic sequence, which had a perfect segmentation. These im

using this information is a two-step process. First, a set duced suall . th their oh .
candidates is generated by some search procedure, and sczggil ;:eontlsjce are visually consistent with their photdgeap

are computed. A subset of the candidate pool is selected h I vid dh h i
the algorithm's output in the second step. When actual video sequences are used, however, the quality

1) Candidate GenerationCandidates are generated by unidUickly degrades. A long exposure showing a person walking
formly sampling the line parameter space. Given line de ngl¢ the left and turning to face the camera is shown in gure
by an angle and a radius, all monotonic segments are e>dra(§e_Wh”e there is a convincing motion-trail effect, problem_s
and added to the candidate pool. Sampling along a const&fif the segmentation lead to parts of the last frame drgppin
angle with an increasing radius results in sets of parateksl| O_UI_ of f[he image. This results in distortions such as those
being added to the pool. visible in the 'chest anq face areas. Another problgm occurs

2) Candidate Subset Selectiofihe entries in the candidateWN€n frames incorporating more than one overlapping motion
pool are sorted with respect to score, and each is considefé@ summarized. This can be seen in gure 9. At present,
in turn. A line segment is included if it does not interseci€aningful images can only be produced from manually-
any line segment that has already been included. This gre§§gmented frame ranges. ,
approach is not optimal (for example, the rst segment may Since a threshold dlfferenc_e background subtraction was
intersect two segments with lower scores, the sum of which§€d, the pseudo-photographic techniques could only be ap-
higher than the rst's), but does tend to include lines patal plied to those video sequences _for which an unobstructed
to those that are already included. The procedure stops off@ne of the background was available.

a user-speci ed number of line segments have been selected.

C. Action Line Fitting

The method described in section four produces acceptable

A. Test Data results for certain classes of motion. Figure 10 presentyak

Several different video sequences were used for testing. éfsthese cases. Examples A and B show line sets generated
mentioned previously, a synthetic sequence depictinglaibal from large arm motions. An arm rotating about the shoulder
dergoing a translational bouncing movement was used duripgesents the case of a rigid body rotating about a xed point.
the development of segmentation-dependent techniques. Ththe angle of rotation is small enough, this creates an MHI
remaining videos were either digitized from commercial VH®ith gradients that t the model used very well. Lines are kep
cassettes, or from recordings made with a Hi-8 camcordperpendicular to rotating arm by the variance term. Example
After digitization, the videos were stored as sequences ©fpresents an even simpler case, where the motion is of a
losless PNG images. translating rigid body. Most of the lines t well here, althgh

V. RESULTS
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imagine that an object rotating counter-clockwise aboet th
image's y axis would result in an area of rightward ow. The
average magnitude of the ow eld could be compared to the
movement of the eld's boundary from frame to frame. Once
detected, rotation could be marked by drawing a circulavearr
around the estimated axis of rotation.

The greatest weakness of the current system is that the
user must manually specify the start and end frames of a
particular motion to summarize. An ideal system would be
able to automatically segment the individual movements in a
clip, and summarize each individually. One possible method
of detecting transitions between motions would be to amalyz
Fig. 9. Overlapping motions. the optic ow eld. Transitions would be characterized by

large-scale changes in ow magnitude or direction.

(a) Multiple long exposures of &) Multiple long exposures of
single motion. overlapping motions.

some are at odd angles. The variance term in the line scoring
function is insuf cient to keep them perpendicular to the

motion because of irregularities in the object‘s outlineda [1] Michael Betancourt. Motion perception in movies and iaigx Towards
a new kinetic artwww.ctheory.net2002.

the fact that it change_s slightly from frame to frgme. Thes§) wmarta Braun. Picturing Time, the Work of Etienne-Jules Marey (1830-
two factors lead to noisy contours in the MHI. Finally, case 1903) University of Chicago Press, 1992.
D shows lines t to video with more than one subject. [3] J. Davis and A. Bobick. The representation and recognif action
. . . using temporal templates, 1997.

Unfortuna_'tely* the line tting method does not wc_>rk well In[4] Bill Freeman and Hao Zhang. Shapetime photograpB¥E Computer
all cases. Figure 11 shows several examples of failure,f@nd t  Vision and Pattern Recognitio2003. _
MHIs that lead to them. The rst example is rotational motionf>] M- Mf’zsse)y and W. Bender. Salient stills: process andffmdBM Syst.

. ; . . J., 35(3-4):557-573, 1996.
Rotations are not enCOdEd "_1 MHIs because the moving ObjeﬁSN. Oliver, B. Rosario, and A. Pentland. Statistical maaglof human
occupy the same pixel locations from frame to frame, and new interactions, 1998.
information overwrites old information. In order to detestd [7] Linda G. Shapiro and George C. StockmaBomputer Vision chapter
. . . . .. Motion from 2D Image Sequences. Prentice Hall, 2001.

represent rotations, a different class of input image isiired.
The second failure example shown is that of curved motion.
Obviously, the straight line model is inadequate here. trepr
to improve performance, a more exible model is needed.
Two possible options are curves (such as cubic splines or arc

sections), or short line segments joined together enditb-e
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VI. DISCUSSION ANDFUTURE WORK

In this paper | have presented several different methods
for summarizing motions in video clips. These methods were
prototyped in Matlab, and run on several different inputs. |
was found that the methods work well for certain types of
motions, but not for others. In particular, rotational maent
proved to be hard to summarize.

The pseudo-photographic techniques presented can pro-
duce interesting pictures, but would require a more aceurat
background segmentation algorithm to be practical. Sizdis
methods, such as colour-based clustering, are an opti@eas
more exotic solutions such as stereographic depth recovery

The action-line tting algorithm could be improved in
several ways. An obvious improvement would be to use a more
complex line model, as was mentioned in the previous section
Another improvement would be to replace the existing greedy
search algorithm with something that took into account gsou
of lines. Perhaps the scores of not-as-of-yet includedsline
could be adjusted on the y based upon the degree to which
they are parallel to the already included lines. Alternatel
parallelism could be encoded explicitly in the line model.

In order to detect and mark-up rotational movement, a
different underlying image structure would be needed. An
optic- ow based approach might work. For example, one can
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(c) Walking to the left. (d) Two gures.

Fig. 10. Successful line placements.
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(a) Rotation MHI. (b) Rotation line placement.
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(c) Curved motion MHI. (d) Curved motion line placement.

Fig. 11. Unsuccessful line placements.



